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Environmental pollution is a pressing concern affecting humanity and 

other Earth species today. The escalation of air pollution due to heavy 

traffic density and industrial effluents in urban areas poses a significant 

threat to human life and the environment. The Air Quality Index (AQI) 

is employed as a crucial metric to gauge the extent of air pollution in a 

city. Apart from industrial and traffic emissions, meteorological factors, 

including wind speed, wind direction, temperature, humidity, and total 

precipitation, play a pivotal role in shaping a city's pollution levels. 

Mitigating the harm caused by air pollution is contingent on the ability 

to predict the factors influencing air pollutant levels. This predictive 

capability enables issuing advanced warnings to citizens or 

implementing precautionary measures for their protection. This paper 

focuses on forecasting temperature, humidity, wind speed, wind 

direction, and total precipitation in the town of Basel, Switzerland, on 

specific future dates, utilizing historical data maintained by local 

authorities. The methodology leverages Hive tools and MapReduce 

frameworks and employs machine learning techniques to predict future 

values of desired parameters. Various regression techniques, including 

Lasso, Linear Regression, Ridge Regression, and Polynomial 

Regression, were evaluated for their performance in predicting air 

quality factors. Polynomial Regression emerged as the preferred choice 

due to its superior performance. To enhance user accessibility, a user-

friendly graphical interface (GUI) has been developed to input data and 

visualize predicted results. This study presents a comprehensive 

approach to address the critical issue of air pollution by providing 

accurate predictions of meteorological factors, thus enabling proactive 

measures to safeguard public health and the environment. 

 
Copy Right, IJAR, 2023,. All rights reserved. 

…………………………………………………………………………………………………….... 

Introduction:- 
The global rise in ground-level air pollutant concentrations is closely linked to economic development and societal 

progress. The proliferation of industries within countries has exacerbated air quality (AQ) conditions, necessitating 

the widespread deployment of AQ monitors to monitor and assess pollution levels. These monitors collect data from 

various devices and locations, rendering the analysis and prediction of future AQ conditions a formidable and time-

sensitive task. Local environmental and health agencies now face the critical challenge of calculating and evaluating 
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air pollutant concentrations [1][2]. To tackle this challenge effectively, there is a pressing need for a technique 

capable of rapidly accessing and manipulating vast datasets. While several data mining techniques have been 

employed in the past, such as sampling, cluster analysis (CA), and Principal Component Analysis (PCA), each has 

its limitations when dealing with large databases: 

1. PCA, which aids in visualizing data patterns and identifying correlations, is crucial for discerning potential 

emission sources. 

2. Cluster analysis identifies grouping patterns among pollution control stations and presents results through 

Dendrograms [2]. 

3. Sampling, although used for data reduction, comes with various drawbacks, including the risk of information 

loss and variations in sample quality [3]. 

4. Feed-Forward Artificial Neural Networks (ANNs), widely used for predicting air pollutant concentrations, often 

suffer from issues like slow convergence rates and local minima [1]. 

 

In the era of big data, a popular term used to describe complex and extensive datasets, traditional data processing 

techniques fall short [4]. The generation of enormous volumes of data across all fields has led to the rapid adoption 

of big data analytics. This encompasses data analysis, capture, creation, search, sharing, storage, transfer, 

visualization, querying, and information privacy management [5]. Scientists, businesses, and governments alike 

encounter significant challenges when dealing with large datasets. As of 2018, a staggering 10 exabytes (10×10^18) 

of data were generated daily. Coping with the storage of such colossal datasets has been facilitated by the doubling 

of data storage capacity roughly every forty months since the 1980s. Traditional relational database management 

systems (RDBMS) and other conventional techniques struggle to handle big data [5]. Consequently, the evolution of 

MapReduce, a technique that harnesses massive parallelism across thousands of servers, has emerged as a crucial 

tool for managing and processing big data [6]. Map-Reduce is a relatively recent but widely embraced computing 

paradigm for analyzing extensive datasets. It is gaining momentum across various industries and academia, 

especially in domains requiring substantial data analysis. Its popularity arises from its effectiveness and user-

friendly nature [3]. In this paper, we explore the simplicity and ubiquity of MapReduce as a solution to address the 

challenges posed by big data in the context of air quality monitoring. 

 

Background Study:- 

The study presented in the paper uses ML techniques to predict air quality in 23 Indian cities. The authors 

preprocessed the air pollution data by reducing the noise present in the data and solved the data imbalance problem 

with a resampling technique. They also selected key features through correlation analysis. The study employed five 

machine learning models to predict air quality: Gaussian Naive Bayes, Support Vector Machine, Random Forest, 

Decision Tree, and XGBoost. The performances of these models were evaluated and compared through established 

performance parameters. The authors show that the XGBoost model performed best among other models and 

achieved the highest linearity between predicted and actual data. The exploratory data analysis in the study aimed to 

find various hidden patterns present in the dataset. The researchers analyzed the statuses and trends of air pollutants 

over the past six years (2015-2020), explored the distribution of pollutants in the air along with the top-six polluted 

cities with their average AQI values, and estimated the top four pollutants which are directly involved in increasing 

the AQI values. This study can be used as a reference for researchers who are interested in using machine learning 

techniques to predict environmental pollution and identify influential factors [8]. 

 

This study proposes a combination of traditional statistical models and ML algorithms to predict PM 2.5 

concentrations in Dhaka, Bangladesh accurately. The authors highlight the limitations of conventional statistical 

models when dealing with a large number of predictors, particularly when these predictors are dependent due to 

their increasing complexity. On the other hand, machine learning algorithms, such as Deep Neural Networks, 

Support Vector Regression, and Random Forest techniques, are emerging globally and are widely used to capture 

the complex relationships between parameters and demonstrate satisfactory results in estimating PM 2.5 levels. The 

study also emphasizes the importance of investigating the complex, nonlinear relationship between large datasets of 

environmental, meteorological, and air pollution factors. The authors suggest that machine learning can provide 

helpful information that government officials and policymakers can use to issue early alerts about air pollution 

incidents and protect the public from health risks. Overall, this study provides practical insights into the use of data-

driven approaches to analyze and predict environmental pollution and its influential factors. It can serve as a helpful 

literature review for researchers interested in exploring similar topics [9]. 
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The author outlines the importance of air quality monitoring and preservation in industrial and urban areas and the 

adverse effects of air pollution caused by transportation, electricity, fuel use, etc. The authors mention several 

parameters; one of the parameters used is PM10 concentration, which is measured using a DustTrak meter and is 

used to calibrate the algorithm for air quality evaluation. The authors also mention atmospheric reflectance and sun 

radiation as parameters used in the newly developed algorithm for air quality evaluation. In addition to these 

parameters, other air pollutants are also measured and used in air quality evaluation. Several air quality monitoring 

stations provide readings for NO2, SO2, CO, and O3. Big data analytics and machine learning models use these 

parameters to conduct air quality evaluation and prediction. The authors also discuss the challenges and future 

research needs in air quality evaluation. One of the challenges is the issue of data quality and validation, which 

affects the accuracy of air quality evaluation and assessments due to device faults, battery issues, and sensor network 

communication problems. Another challenge is the nature of the dynamic wind flow, both single-input time series 

and multiple-input time series, and dynamic quality impacts on different atmospheric levels. Future research needs 

include big data quality assurance research in data quality modeling, automatic real-time validation methods, and 

tools to increase the accuracy of air quality evaluation [10]. The study focuses on three main air pollutants: O3, 

PM2.5, and SO2. These variables contain air temperature, relative humidity, wind speed and direction, wind gust, 

precipitation collection, visibility, dew point, wind cardinal movement, pressure, and weather conditions. The 

authors used machine learning algorithms to predict air pollutant concentrations, including random forest, gradient 

boosting, and deep learning models. They found that the deep learning model outperformed the other models 

regarding accuracy and efficiency. The authors also used feature importance analysis to identify the most influential 

factors affecting air pollutant concentrations. They found that temperature, wind speed, and relative humidity were 

the most important factors for predicting O3 concentrations, while wind speed, temperature, and pressure were the 

most important factors for predicting PM2.5 concentrations. For SO2 concentrations, wind speed, temperature, and 

wind direction were the most important factors. Overall, the study demonstrates the potential of machine learning 

algorithms for predicting air pollutant concentrations. The authors suggest that their approach could be used to 

develop real-time air quality forecasting systems that could help mitigate air pollution's adverse health effects [11]. 

Based on meteorological data, the authors use machine learning algorithms to predict the levels of various air 

pollutants, including CO, O3, NO2, SO2, PM 2.5, and PM 10. They highlight the importance of continuous 

monitoring of air quality due to the hazardous effects of air pollution on human health and the ecological balance. 

The authors identify gaps in the literature, noting that previous studies have only implemented the prediction of 

PM2.5. In contrast, the authors propose a technique to predict all the pollutants mentioned above with the help of 

meteorological data for better prediction. The paper presents a flow chart for the proposed approach, which involves 

collecting data from pollution monitoring stations using machine learning algorithms to predict future pollutants 

based on past data. The paper discusses the use of different machine learning algorithms, including linear regression, 

decision tree, and random forest, to predict air quality index and the levels of various air pollutants. The results 

depict that the random forest algorithm gives a better prediction of the air quality index compared to linear 

regression and decision tree algorithms. For the SO2 prediction, the prediction probability of linear regression is 

0.125, the decision tree is 0.8060, and the random forest regression is 0.856 [12]. 

 

Big Data Analysis:- 

The exponential growth in data accumulation has presented a significant challenge: how to effectively analyze vast 

datasets. The field of big data analytics is a dynamic one, marked by constant evolution and a strong interest in 

emerging technologies like MapReduce, Hadoop, Hive, and extensions of MapReduce for existing relational 

database management systems. 

 

Initially, big data was characterized by three primary attributes: volume, variety, and velocity. However, over time, 

it has expanded beyond these initial three Vs and is now recognized by ten different characteristics. These 

characteristics serve as a framework for understanding both the challenges and benefits of big data initiatives. They 

are presented in Table 1 as follows:  

 

Table 1:- Challenges and advantages of big data initiatives. 

Sl. 

No. 

Characteristic Features Challenges and Skill Responses 

i. Volume Tracks data generated over 

recent years 

The internet has led to a tremendous increase in global 

data production, resulting in large volumes of data. 

The NoSQL approach presents a significant challenge. 

ii. Velocity High-speed data production The rapid growth of IoT contributes to increased data 
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growth production velocity. 

iii. Variety Data ranges from unstructured 

to structured formats with 

redundancies 

Flexible data models have evolved due to changes in 

data collection methods, posing stark differences from 

traditional models and language query processing. 

iv. Variability Consists of data from multiple 

disparate sources and types 

Data is collected and loaded into databases at 

inconsistent speeds by Big Data technologies. 

v. Veracity Focuses on data source 

reliability 

The increment in volume, velocity, variety, and 

variability has led to a decline in veracity (confidence 

or trust in the data). 

vi. Value The analysis increases data 

value and aids in consumer 

behavior analysis 

Challenges arise when transforming raw data into 

valuable information for decision-making and business 

needs. 

vii. Validity Refers to data accuracy and 

correctness for its intended use 

Ensures the reliability, consistency, and quality of the 

data in use. 

viii. Vulnerability Raises concerns about Big Data 

security 

Any data breach can have serious consequences. 

ix. Volatility Essential to consider data 

unpredictability 

Rules are needed to ensure data availability and quick 

retrieval. Storing and retrieving big data become 

costlier and more complex. 

x. Visualization Implements dynamic visual 

changes 

Existing data visualization tools face restrictions due 

to in-memory technology, limited scalability, 

functionality, and extended response times. 

This table provides an overview of the characteristics of big data, the features associated with each, and the 

challenges faced, along with suggested skill responses for managing these challenges [13]. 

 

In Hadoop, the MapReduce programming model is used to process and analyze data. The primary components of the 

Map-Reduce framework are the Mapper and Reducer classes, and these classes are used to define the logic for 

processing data.  

 

An overview of the Map-Reduce framework's operation is provided below: 

1. Mapper Class (‘org.apache.Hadoop.mapreduce.Mapper’): 

 The ‘Mapper’ class is responsible for the map phase of the Map-Reduce job. 

 It takes a set of input key-value pairs and processes them to generate a set of intermediate key-value pairs. 

 The ‘Mapper’ class defines the „map’ method, which you need to implement. This method is called once for 

each input key-value pair, and you can write custom code to process the data. 

 The output from the „map’ method is a set of intermediate key-value pairs. 

2. Reducer Class (‘org.apache.Hadoop.mapreduce.Reducer’): 

 The ‘Reducer’ class handles the reduce phase of the Map-Reduce job. 

 It takes the intermediate key-value pairs generated by the „Mapper’ class and processes them to produce the 

final output key-value pairs. 

 The ‘Reducer’ class defines the „reduce‟ method, which you need to implement. This method is called once for 

each unique intermediate key, and you can write custom logic to aggregate and process the values associated 

with that key. 

 The output from the „reduce‟ method is the final set of key-value pairs, which is typically the result of the Map-

Reduce job [14]. 

 

Here's a simplified example of a Mapper and a Reducer class in Java for a word count Map-Reduce job: 

 

Mapper Class: 

import org.apache.hadoop.io.LongWritable; 

import org.apache.hadoop.io.Text; 

import org.apache.hadoop.mapreduce.Mapper; 

public class WordCountMapper extends Mapper<LongWritable, Text, Text, LongWritable> { 

public void map(LongWritable key, Text value, Context context) throws IOException, InterruptedException { 

// Tokenize the input text and emit key-value pairs for each word 
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        String[] words = value.toString().split(" "); 

        for (String word: words) { 

context.write(new Text(word), new LongWritable(1)); 

        } 

    } 

} 

 

Reducer Class: 

import org.apache.hadoop.io.LongWritable; 

import org.apache.hadoop.io.Text; 

import org.apache.hadoop.mapreduce.Reducer; 

 

public class WordCountReducer extends Reducer<Text, LongWritable, Text, LongWritable> { 

    public void reduce(Text key, Iterable<LongWritable> values, Context context) throws IOException, 

InterruptedException { 

        // Sum the values for each word to get the word count 

        long sum = 0; 

        for (LongWritable value: values) { 

            sum += value.get(); 

        } 

context.write(key, new LongWritable(sum)); 

    } 

} 

Data processing in Hadoop is based on key-value pairs, where a key function is an identifier for its corresponding 

value. The Map-Reduce API offers robust capabilities for bulk processing, high availability, and parallel processing 

of massive datasets. The Map-Reduce workflow is a multi-step procedure, and the final output is typically stored in 

the Hadoop Distributed File System (HDFS) with data replication for fault tolerance. The coordination and 

management of Map-Reduce jobs across the Hadoop cluster are overseen by components like the Job Tracker and 

Task Tracker. Here is a concise description of these elements [16]: 

Job Tracker: This component is fundamental to the Hadoop ecosystem. These are its principal responsibilities: 

1. Scheduling and managing Map-Reduce jobs across various nodes in the Hadoop cluster. 

2. Tracking the progress of each Map and Reduce task. 

3. Ensuring fault tolerance by rescheduling tasks in case of failures. 

4. Managing the allocation of resources to different tasks. 

5. Maintaining an overview of the entire job's progress. 

 

Task Tracker: Task Trackers are worker nodes in the Hadoop cluster. They are responsible for executing the actual 

Map and Reduce tasks as directed by the Job Tracker. Key functions of Task Trackers include [17]: 

1. Receiving and executing tasks from the Job Tracker. 

2. Reporting the status and progress of tasks back to the Job Tracker. 

3. Handling data locality, meaning they try to process data that is already present on the same node to reduce data 

transfer over the network. 

4. Managing task execution and resource allocation. 

5. The Map-Reduce workflow in Hadoop involves multiple phases, including data input, mapping, shuffling, 

reducing, and final output. During these phases, data is processed in a distributed and parallel manner, making 

Hadoop an effective tool for managing large-scale data processing projects. 

 

The final results of a Map-Reduce job are typically stored in the Hadoop Distributed File System (HDFS), a 

distributed and fault-tolerant file storage system designed to handle the massive data generated and processed within 

the Hadoop cluster. Data replication within HDFS ensures data durability and availability, even in the face of node 

failures.  

 

Data in the Map-Reduce paradigm is organized as key-value pairs, creating a logical association between two data 

elements: the key and its corresponding value. The key (denoted as 'k') serves as an identifier for the associated 

value. The Map-Reduce API offers robust capabilities for tasks such as batch processing, ensuring high availability, 

and facilitating parallel processing of substantial data volumes. The Map-Reduce workflow proceeds through a 
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series of distinct phases, which are integral to the data processing operation. The final results are typically stored in 

the Hadoop Distributed File System (HDFS), a storage system known for its data replication to ensure fault 

tolerance. The orchestration of Map-Reduce jobs is managed by the Job Tracker, a pivotal component within a 

Hadoop cluster. This key role includes the scheduling and monitoring of all Map-Reduce tasks running on various 

nodes across the cluster. The Job Tracker maintains oversight of the entire Map-Reduce job lifecycle. Execution of 

the actual map and reduced tasks is carried out by the Task Tracker. This component performs the computational 

work, processing the data according to the Map-Reduce paradigm. Task Trackers are distributed across the Hadoop 

cluster to achieve parallel processing and efficient data analysis. The Hadoop ecosystem, characterized by these 

elements, offers a scalable and reliable framework for distributed data processing and analysis, making it an 

invaluable tool for handling substantial datasets and demanding data processing tasks [5]. 

 
Fig.1:- HadoopMap-ReduceArchitecture. 

 

Machine Learning:- 

Machine Learning plays a pivotal role in recent advancements. It diverges from traditional programming by utilizing 

learning algorithms to extract insights from data and acquire the capability to perform new tasks. These machine 

learning algorithms are typically categorized into three distinct groups: supervised, unsupervised, and semi-

supervised. We can illustrate these categories in the following way [18]: 

 

Supervised Learning 

Provided: 

Input: (x1, x2, ...) 

Output: (y1, y2, ...) 

The goal is to discover a function that accurately models the relationship between the input and output in a way that 

allows   

for generalization. Depending on the nature of the problem, the output can take one of two forms: 

i) It can represent a class label (in cases involving classification). 

ii) It can represent a real number (in cases involving regression). 

 

Unsupervised Learning 

Provided: 

Input: (x1, x2, ...) 

Output: However, no target output is provided. 

In situations where target output labels are absent, various methods can be employed, including: 

i) Density estimation, which involves estimating an underlying Probability Density Function to make predictions. 

ii) K-means clustering, used for classifying unlabeled data with real numerical values. 
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iii) K-mode clustering, suitable for classifying unlabeled data with categorical values and categories. 

These methods are applied to uncover patterns or structures within the data when explicit output targets are not 

given [29]. 

 

Semi-supervised Learning 

It involves the estimation of a function using both labeled and unlabeled data. As a result, this approach is often 

costlier to acquire labeled data, whereas obtaining unlabeled data is a more cost-effective process. 

 

In practice, supervised algorithms are predominantly employed. Researchers have proposed various machine 

learning algorithms, yet no single algorithm can universally address all problems. A suitable way to describe 

learning algorithms is as follows: they involve creating and refining a target function (f) that can link input values 

(X) to an output variable (Y), represented as Y = f(X) [5]. In essence, learning refers to predicting Y values based on 

given X values. Consequently, the most commonly utilized model of machine learning focuses on learning to map or 

predict Y values based on a limited set of X examples. This approach is aptly referred to as predictive modeling or 

predictive analysis, with the primary goal of making highly accurate predictions about future values [15]. 

 

Factors Affecting the Environment and Pollution:- 

Environmental pollution, categorized into various forms, represents one of the gravest challenges facing humanity 

and the planet's ecosystems today. This predicament arises from the excessive exploitation of natural resources, 

outstripping nature's ability to replenish itself, and consequently leading to pollution of the air, land, sound, and 

water. 

 

In urban areas, particularly, the confluence of heavy traffic volumes and industrial emissions has escalated air 

pollution to a critical hazard for human well-being. Air quality in cities is typically gauged using an "Air Quality 

Index" (AQI), a metric that emphasizes the health impacts experienced within a short time frame after inhaling 

contaminated air. The Environmental Protection Agency (EPA) regulates AQI based on five major air pollutants, 

which are mandated by the Clean Air Act. These pollutants include: 

(a) Carbon monoxide 

(b) Sulfur dioxide and nitrogen dioxide 

(c) Ground-level ozone 

(d) Particle pollution (also known as particulate matter) [18]. 

 

Particulate matter, categorized as PM10 (particulate matter with a diameter of 10 micrometers or less) and PM2.5 

(particulate matter with a diameter of 2.5 micrometers or less, often referred to as fine particles), are key 

components of air pollution. To illustrate, 40 fine particles could span the width of a human hair [19]. Air quality is 

not solely influenced by industrial activities, traffic emissions, and construction projects; meteorological factors such 

as temperature, humidity, wind speed, wind direction, and total precipitation also exert a significant influence. 

Observations indicate that when temperatures are low, humidity is high, and wind speed is sluggish, AQI tends to 

rise. This is because air pollutants become trapped and struggle to disperse under such conditions. Conversely, 

during periods of high temperatures,low humidity, and brisk winds, pollutants disperse swiftly, leading to a marked 

decrease in AQI [28]. 

 

The adverse impacts of air pollution can be mitigated substantially by predicting the likely levels of air pollutants. 

Such predictions could enable warnings to be issued to residents or the implementation of precautionary measures, 

thereby reducing the detrimental effects of air pollution on urban populations. 

 

Project Description 

In light of the information outlined earlier, this project aims to harness the capabilities of big data and machine 

learning methodologies to forecast the meteorological conditions of a specific city using historical data for that 

location. The project unfolds through the following steps: 

 

Accumulation of Meteorological Data: Gather historical meteorological data for a town in Switzerland, 

specifically Besil, covering crucial parameters such as temperature, humidity, wind speed, wind direction, and total 

precipitation over the past five years. 
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Data Preprocessing: 
Prepare and clean the acquired data to ensure its accuracy and consistency. 

 

Data Processing Using Hadoop and Hive: 

Utilize Hadoop and Hive, powerful data processing tools, to efficiently process and summarize the input data. 

 

Machine Learning Approach - Polynomial Regression: 
Employ a machine learning technique known as Polynomial Regression to model and predict future values of 

meteorological parameters for the city, encompassing temperature, humidity, wind speed, wind direction, and total 

precipitation. 

 

Early Warning System: 

With the assistance of predicted meteorological parameters, government agencies and relevant authorities can 

proactively offer solutions and precautionary measures to mitigate the impact of adverse weather conditions on the 

well-being of the city's residents. This project leverages the potential of big data and machine learning to enhance 

meteorological predictions and, in turn, facilitate timely responses and measures to safeguard the populace from the 

effects of changing weather conditions [27]. 

 

Existing System  

In the year 2000, Seisint Inc. developed a distributed file-sharing framework based on C++. This framework was 

designed for the storage and querying of data. It could store and distribute all three categories of data, including 

structured, semi-structured, and unstructured data, across multiple servers. Querying of data was accomplished using 

ECL, a modified version of C++, which required applying a schema during the reading process to structure the 

stored data when conducting queries. In 2004, LexisNexis acquired Seisint Inc., and in 2008, it acquired 

ChoicePoint, Inc., along with its high-speed parallel processing platform [21]. 

 

The high-speed parallel processing platform from ChoicePoint and the ECL-based system were merged into High-

Performance Systems in 2011, and the resulting platform was open-sourced under the Apache v2.0 License. In 2004, 

Google introduced the MapReduce concept. 

 

In 2017, R. A. Ramadan provided an overview of big data tools available in the market. Additionally, various data 

storage and management tools and data analytics platforms were discussed. Storage and management tools included 

Cloudera, MongoDB, Apache HBase, Hypertable, Hive, and others. Data analytics platforms encompassed Hadoop, 

MapR, and IBM data analytics. However, the most popular technology used for data analytics across diverse 

application domains remains Hadoop MapReduce [20]. 

 

Kaur-Jindal's survey in 2017 explored prominent machine learning algorithms, including Support Vector Machines 

(SVM), Artificial Neural Networks (ANN), Decision Trees, Naïve Bayes, regression, and K-means. The paper also 

highlighted suitable application areas for these techniques. A brief description of the key algorithms is provided 

below: 

 

Support Vector Machine (SVM): 

A widely popular technique for machine learning, primarily employed for classification. It operates on the principle 

of maximizing the margin between classes, effectively reducing classification errors. 

 

Artificial Neural Network (ANN): 

Inspired by the structure of the human nervous system, ANN attempts to replicate the functioning of neurons. 

Understanding ANN requires knowledge of the neural cell's operation. 

 

Decision Tree: 

A data structure that organizes attributes by sorting and using their values for classification. It consists of nodes 

representing attribute groups and branches indicating accepted node values. 

 

Naïve Bayes: 

Developed primarily for text classification, it is also applied in clustering tasks. It generates probabilistic models in 

the form of Bayesian networks based on the probability of occurrences [22]. 
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Regression:  

This model utilizes existing data to create a customized model for predicting output values and features based on 

input values. However, it necessitates training data for model development. 

 

K-Means Clustering: 
An unsupervised learning technique that automatically forms groups of similar data points. Named "k-Means" 

because it creates k distinct clusters, with the center of each cluster being the mean value of the data points within 

that cluster [23]. 

 

Methodology:- 
Workflow of Proposed System 

This project proceeded through several key steps, as depicted in Figure 2: 

 
Fig. 2:-Workflow of the process. 

 

a) Data Retrieval: We collected five years' worth of data (2013-2019) encompassing variables such as wind speed 

and direction, temperature, humidity, and total precipitation for Besil, a town in Switzerland [28]. The data was 

freely available for download from a website [24]. 
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b) Data Processing with Hive:The acquired data was then input into the Hive tool, using the Map-Reduce 

technique. Hive further processed and condensed the data into a more usable format. 

c) Regression Techniques: To determine the most suitable machine learning technique, we explored four regression 

methods, including linear regression, polynomial regression, ridge regression, and Lasso. 

d) Optimal Technique Selection: After conducting tests, it became evident that the polynomial regression 

technique produced the most promising results. Consequently, we opted for polynomial regression for data 

prediction. 

e) Applying Polynomial Regression: We applied the polynomial regression technique to the output data generated 

by Hive, which was saved in a .CSV file. This file served as the input data for the machine learning algorithm. 

f) User Input and Prediction: To facilitate predictions, users are prompted to provide a specific date and specify 

the meteorological parameter they seek to predict. The system then generates the predicted value for the requested 

meteorological parameter as the output [25]. 

 

Selection of Appropriate Algorithm  

The training set and the testing set are two separate groups from which we divided the data. On the input data, we 

applied the following regression techniques to determine the best strategy for making future predictions: 

a) Linear Regression 

b) Lasso Regression 

c) Ridge Regression 

d) Polynomial Regression 

 

Both the training and testing phases were executed utilizing all four of these techniques. Notably, it was observed 

that Polynomial Regression exhibited the lowest error in comparison to the other three techniques. This suggests that 

Polynomial Regression is the most promising method for making accurate future predictions based on the given data 

[26]. 

 

Prediction Methodology:- 
Our approach for making predictions using our dataset involves the following steps: 

a. Data Import: We began by importing our dataset file and stored it within a variable named "dataset." 

b. Feature Selection: We chose a specific field or feature from the dataset for model training. This selection could 

pertain to parameters such as temperature or total precipitation. 

c. Application of Prediction Algorithm: We applied a prediction algorithm to our selected feature. In this case, 

we employed Polynomial Regression. 

d. Model Training: To enable our model to make accurate predictions, we trained it using the training data and 

the chosen algorithm. This training process is executed using the "fit" keyword. 

e. Prediction: With a trained model in place, we utilized the "predict" keyword to predict the desired output when 

presented with test data. 

f. Error Margin Evaluation: We assessed the accuracy of our predictions by computing the error margin, often 

using metrics like the mean squared error. This evaluation is facilitated through the "sklearn.metrics" library. 

g. Iterative Refinement: We iteratively refined the process, cycling through steps 3 to 5 multiple times until we 

identified the algorithm that consistently produced the lowest error margin. 

 

Following this comprehensive prediction exercise, we concluded that Polynomial Regression was the most effective 

method, delivering the least error margin. Therefore, we have chosen Polynomial Regression as the model for 

predicting future data. 

 

Results and Discussions:- 
Input Data 

We have selected the Swiss town of Besil as our study location to forecast meteorological variables, such as wind 

speed and direction, temperature, humidity, and total precipitation, about air pollution and the Air Quality Index 

(AQI). Our dataset includes the most recent five years of data, from 2013 to 2019, and it includes important factors 

like wind direction and speed, temperature, humidity, and total precipitation. This data was obtained from the 

website referenced as [28]. 

 

 



ISSN: 2320-5407                                                                              Int. J. Adv. Res. 11(10), 323-336 

333 

 

Data Processing 

To facilitate the data processing, it's essential to activate the Hadoop framework. The precise queries for initiating 

the Hadoop framework are presented in the following Figure 3:  

 
Fig. 3:- Commands to start the Hadoop Framework. 

 

The real data processing must now be done with the Hive tool. The commands for the following actions are shown 

in the figure 4 below: 

a. Making a database; b. Using that database;  c. Making a table in the needed format. d. Reading input data from a 

file into a table e. Processing the supplied data and f. Exiting Hive 

 

 

 

 
Fig. 4:- Commands to start Hive. 

 

Output Data 

Upon executing these commands, the meteorological data for Besil Town, which was obtained from meteolube.com, 

has been processed to meet the required format. The data has been averaged daily for all the specified parameters 

within the designated time range. The resulting data is available in .CSV format, making it suitable for input into a 

machine learning algorithm. A sample of this output data is illustrated in Figure 5. 
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Fig 5:- Processed Output Data. 

 

The initial data obtained from meteoblue.com was in hourly intervals, spanning the last five years. We established a 

Hive database, imported this data into a table, and subsequently conducted data processing. This processing entailed 

computing daily averages for all parameters, including temperature, wind speed, wind direction, humidity, and total 

precipitation. The resultant processed data serves as the input for our machine learning algorithm, which is tasked 

with forecasting future values of these parameters. 

 

For prediction purposes, the input data originally received from meteoblue.com, provided on an hourly basis, has 

been transformed and summarized through the Hive tool to a daily frequency. A sample of this input data is 

illustrated in Figure 6. 

 

 
Fig. 6:- Input Data for Machine Learning and Prediction. 

 

Conclusion:- 
The project at hand is a comprehensive endeavor that involves the analysis, processing, and summarization of 

historical meteorological data, encompassing parameters such as wind speed and direction, temperature, humidity, 

and total precipitation for a specific town. The execution of these tasks is made possible through the application of 

the MapReduce framework and Hive, ensuring efficient data management and processing. The processed data is 

then harnessed as input for a machine learning algorithm, with a specific focus on employing polynomial regression 

to predict the values of the aforementioned meteorological parameters for a user-defined date. This selection of 

polynomial regression as the predictive model follows a rigorous evaluation process that considers alternative 

techniques, including Lasso, Linear Regression, and Ridge Regression. The availability of a user-friendly interface, 

which ensures accessibility and simplicity of use for a varied range of users, is a key aspect that improves the 

project's utility. There are two promising directions for future developments of the concept. First, the project can 

benefit from the incorporation of a machine-learning technique selection menu, enabling users to choose from a 
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range of available machine-learning methods, aligning with their specific needs or preferences. This enhancement 

enhances adaptability and customization. Secondly, as part of an expanded scope, the project can delve into the 

prediction of the Air Quality Index (AQI) for a city on a designated date. This would necessitate the analysis and 

forecasting of both historical meteorological data and AQI data. Predicting AQI is of paramount importance in 

addressing air pollution concerns and improving environmental quality in urban areas. By considering these future 

enhancements, the project aims to become more versatile and applicable to a wider array of users and scenarios, 

thereby increasing its overall value and impact. 
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